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Fig. 3. Residual lifetimes in simulation. (a) Exponential witk 2; (b) Pareto  Fig. 4. Comparison of models (4), (5) and (10), (11) with simulations.

with =3, =1. @EITL (b) .
. Further notice in thegure that the exponential are limited Proof: For exponential lifetimes, using
by 4 hours, while the Pareto stretch to as high as 61 hours. in (3) and setting , we get
While it is clear that node arrival instantsare uncorrelated
with lifespans of other nodes, the same observation holds

for random points at which the th neighbor of fails. We - T

extensively experimented with the active model, in which addi-

tional node selection occurred at instantand found that all

obtained in this process also followed (1) very well (not shown - - — (6)
for brevity).

which directly leads to (4).
For Pareto lifetimes, substituting

B. Resilience Analysis into (3) and setting , We obtain

Throughout the paper, we study resilience of P2P systems
using two main metrids the time before all neighbors ofare
simultaneously in the failed state and the probability of this oc-
curring before decides to leave the system. We call the former - - (7)
metricisolation time and the latteprobability of isolation .
Recall that the passive model follows a simple pure-death degree . . .
evolution process illustrated in Fig. 1(a). In this environment, €€ . is the Gauss hypgrgeometrlc function,
node is considered isolated after its last surviving neighborfai}gh'(:h for is always 1 and for is [11]:
Thus, is equal to the maximum residual lifetime among all
neighbors and its expectation can be written as (using the fact — (8)
that is a non-negative random variable) [40]:

Expanding (8) and keeping in mind that , we
get (5). [ |
Note that the gamma function in the numerator of (5) is neg-
- () ative due to , which explains the term outside the
brackets. Simulation results of (4), (5) are shown in Fig. 4(a)
. ) . for the average lifetime equal to 0.5 hours. Note that in
which leads to the following two results after straightforwarghe pgure, simulations are plotted as isolated points and the two
integration. _ models as continuous lines. As thgure shows, simulation re-
Theorem 1:Assume a passive-regular graph. Then, for x- gyits for both exponential and Pareto distributions match the cor-
ponential lifetimes: responding model very well. We also observe that for the same
degree and average lifetime, Pareto nodes exhibit longer average
_ _ (4) times to isolation. For , is 1.46 hours given ex-
ponential lifetimes and 4.68 hours given Pareto lifetimes. This
difference was expected sinceis determined by the residual
and for Pareto lifetimes with : lives of the neighbors, who in the Pareto case have largend
stay online longer than newly arriving peers.
— We next focus on the probability that isolation occurs within
(5) the lifespan of a given user. Consider a nodeith lifetime
- This node is forced to disconnect from the system only if
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TABLE | TABLE Il
EXPECTEDTIME E[T] FORE [R;] hour EXPECTED TIME E[T] FOR PARETO LIFETIMES WITH 2:06
(E[L:] 0: 3 hours,E[R;] 6:6 hours)
Timeout & k=10 k=5 k=2
20 sec 1029 years 10! years 4.7 years
2 min 1023 years 108 years 336 days
45 min 10! years 1,619 years 16 days

is uniform in 0, 6] depending on when the neighbor died with
respect to the nearest ping message. The actual search time
find a replacement may be determined by the average number diven the examples in the previous section, it mayirast
application-layer hops between each pair of users, may depéfpear that must automatically be very small since77 is

on the bootstrap delay if a centralized server is used for neightsér ‘huge’” under all practical conditions. However, in principle,
replacement, or may be simply zero if users select backup nei§ftere is a possibility that a large massiofs concentrated on
bors from a local cache. Using the notation above, we have tfy small values and that a handful of extremely large values

V. ACTIVE LIFETIME MODEL: TRANSIENT ANALYSIS

f0||owing re-statement of the previous theorem. skew the mean of to its present location. We additionally
Corollary 1: The expected isolation time in P2P systems witre interested in more than just knowing thas “small’—we
active neighbor replacement is given by specfically aim to understand the order of this value for dif-
ferent S].
T = 6 2 1 2 R ]) (26) As in previous sections, Idt, denote the lifetime of andT’
92k 5§ 2 the random time before’s neighbors force an isolation. Notice
that = T L,) = [, Frt) t) tisanintegral of the
Consider a system with the average replacement delay CDF functionF t) = T  t) of thefirst hitting time of
2 seconds and R | = 1 hour. Table | shows the expectedyrocess ) on level 0. The exact distribution @t is difficult

time to isolation for several values of timeaund degreé:. to develop in closed-form since it dependstmmsientproper-
For small keep-alive delays (2 minutes or less), ever ties of a complex process t). To tackle this problem, wrst
provides longer expected times to isolation than the lifetime gfudy the asymptotic case of S ] < R]and apply results
any human being. Also notice that for= 2 minutes, degree from the theory of rare events for Markov jump processes [2],
k = 20 provides more years before expected isolation than thggs] to derive a very accurate formula forassuming exponen-

are molecules in a glass of water [4]. tial lifetimes. We then use this result to upper-bound the Pareto
Since routing delay in the overlay network is generally version of this metric.

much smaller than keep-alive timeodit the diameter of the
graph does not usually contribute to the resilience of the systefn. Exponential Lifetimes

In other cases whenlo  is comparable t6, P2P graphs with  \ve start with exponential lifetimes and assume reasonably

smaller diameter may exhibit higher resilience as can be agnall search times. For S| larger than R, accurate

served in (26). isolation probabilities are available from the passive model in
Section III.

D. Real P2P Networks Theorem 4:For exponential lifetimes, and exponential

Finally, we address the practicality of the examples shown $garch delays' , the probability of isolation converges to the

the paper so far. In particular we consider the results shownf@llowingas S|  0:

[8], which suggest that the empirical distribution of user life- L]

times in real P2P networks follows a Pareto distribution with = —T] (27)
shape parameter = 1 0 . Such heavy-tailed distributions re-

sultin R] = T] = oo and do not lead to much inter- Proof: Given exponential lifetimes and search delays,

esting discussion. At the same time, notice that while it is hyiotice that  ¢) can be viewed as a continuous-time Markov
pothetically possible to construct a P2P system with 1 0 , chain, where the time spent in each statbefore making a

it can also be argued that the measurement study in [8] samansition to state — 1 is the minimum of exactly exponential
pled theresidualsrather than the actual lifetimes of the usersiariables (i.e., the time to the next failure). Assume that the CDF
This is a consequence of tHfenapshotstaken every 20 min- of R isFg z) =1—e~ ,whereA=1 L ]. Thenthe CDF
utes, which missed all peers with 20 minutes and short- of mi Ry, ,R;}isl— 1—Fgr z))! =1—-e~ 7 ,which
ened the lifespan of all remaining users by random amountsisfanother exponential variable with rate. Next notice that
time. As such, these results point toward= 2 0 , which is the delays before t) makes a transition from stateto 1

a much more realistic shape parameter even though it still p{oe., upon recovering a neighbor) are given by the minimum of
duces enormous 77 for all feasible values of S]. Thisis &k — residual search times, which is yet another exponential
demonstrated for model (26) in Table Il where the expected lifeandom variable with ratek — )u, wherepy =1 S].

time of each user is only double that in Table I, buf] is 5-12 To bound the CDF df’, one approach is to utilize the classical
orders of magnitude larger. This is a result of? ] rising from analysis from Markov chains that relies on numerical exponen-
1 hour in the former case to 16.6 hours in the latter scenario.tiation of transition (or rate) matrices; however, it does not lead
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Fig. 9. Comparison of model (27) to simulation results for exponential lifetimesBfith;] = 0 :5 andk = 10 . (a) UniformS;; (b) constans;; (c) exponential
S;; (d) ParetoS; with = 3.

to a closed-form solution for T L,). Instead, we apply a Interestingly, for non-exponential, but asymptotically small
result for rare events in Markov chains due to Aldetisl.[2], search delays, t) can usually be approximated by an equiva-
which shows thafl” asymptotically behaves as an exponentidént, but quickly-mixing process. Further note that bounds sim-
random variable with mean T7: ilar to (29) are reasonably accurate regardless of the distribution
of S [1]. This is demonstrated in Fig. 9 using four distributions
(28) of search time-exponential with rate\ = 1 S ], constant
equalto S ], uniformin 0,2 S]], and Pareto with = 3.

where 7] is the expected time between the visits to the rafS shown in thefigure, all four cases converge with acceptable
state 0 and is the relaxation time of the chain. Re-writing (28)2ccuracy to the asymptotic formula (27) and achieve isolation

interms ofF’p t) = T  t) and applying Taylor expansion probability ~ 38 10~Y when the expected search time re-
toe t/ET - duces to 3 minutes. Also notice in tfigure that for all values

of S ]and all four search delay distributions, model (27) pro-
(29) Vvides anupperbound on the actual, which means that real
T] systems arenoreresilient than suggested by our model.

T t) — —t/ET
) € T]

t— t
—T] FT t)

Next, recall that relaxation timeis the inverse of the second
largest eigenvalue ofQ, where( is the rate matrix of the B. Heavy-Tailed Lifetimes
chain. For birth-death chains, matr@@ is tri-diagonal with

Q . )=-%, Q. Although it would be nice to obtain a similar result ~
L] T] for the Pareto case, unfortunately the situation
—kp ki 0 with a superposition of heavy-tailed on/off processes is dif-
Q= A A= k=Dp k=1 (30) ferent since ¢) is slowly mixing and the same bounds no
0 H longer apply. Intuitively, it is clear that large values ofT7] in
0 kA —kA the Pareto case are caused by a handful of users with enormous

Wetreatstate #) = 0 as non-absorbing and allow the Chair;solation delays, while the majority of remaining peers acquire

to return back to state 1 at the rate. Then, the second |argestneighbors with short lifetimes and suffer isolation almost as

eigenvalue of this matrix is available in closed-form (e.g., [ZZﬁU'Ckly asmn the exponentlal_ case. _
and equals the sum of individual rates: = 1 = A p. Consider an example that illustrates this effect and shows that

Noticing that huge valugs of T]in Pareto systems have Iittlg impact on
For 10 neighbors, = 3, A =2 L] = 30 minuteg, and
_ 1 ~ S| (31) constant search time = minutes, the Pareto 77 is larger

A w1 L] 1 5] than the exponential T'] by a factor of 865. However, the ratio

i i of their isolation probabilities is only 5.7. For = 2 and
we conclude that is on the order of S| and is generally , _ 4 L]= 0minutes, the expected times to isolation

very small. Writing ~ 5 ] and integrating the upper boundyitter by a factor o8 1 107, but the ratio of their is only 7.5.
of (29) over all possible values of lifetimewe get It may be possible to derive an accurate approximation for
) Pareto ; however, one may also argue that the usefulness of
/ t ) 1)t - L] 5] (32) such a result is limited given that shape parametemd the
T] T] distribution of user lifetimes (lognormal, Pareto, etc.) are often
not known accurately. We leave the exploration of this problem
We similarly obtain a lower bound on, which is equal to for future work and instead utilize the exponential metric (27) as
L]—- S]) T]. Neglecting small S ], observe that an upper bound on in systems with sdiciently heavy-tailed
both bounds reduce to (27). m lifetime distributions. One example for L | = 30 minutes

0
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VI. GLOBAL RESILIENCE

We finish the paper by analyzing the probability of network
partitioning under uniform node failure and showing that this
metric has a simple expression for a certain family of graphs,
which includes many proposed P2P networks. We then apply
this insight to lifetime-based systems and utilize the earlier de-
rived metric to characterize the evolution of P2P networks
under churn.

A. Classical Result

One may wonder how local resilience (i.e., absence of

Fig. 11. (a) Degree distribution in irregular graphs. (b) User isolation probgsolated vertices) of P2P graphs translates into their global
bility _for iregular graphs (average degre¢ :] = 10, lifetimes are Pareto o gjliance (j.e., connectivity of the entire network). While this
with [ ;] =0 5hours). . e ) L ' .

topic has not received much attention in the P2P community,
it has been extensively researched in random graph theory
nand interconnection networks. Existing results for classical
Andom graphs have roots in the work of &dand Rnyi in
the 1960s and demonstrate tladthost everyi.e., with proba-
bility 1 — 0 1) as oo) random graph including: ,p),

Then, the probability of disconnection averaged over all joini
users is

G , ),andG , k,,) is connected if and only if it has no
= k) k =k)= k)] (35) isolated vertices [6], i.e.,
1
G is connectefl= =0) as oo (36)
Using Jensets inequality [40] for convex functions, we have
k)] > k1), which means that (35) is always no lessvhere is the number of isolated nodes after the failure. After

than the same metric in graphs with a constant degree equatdme manipulation, this result can be translated to apply to un-

k] m structured P2P networks, where each joining user draws some

To demonstrate the effect of node degree on isolation prolmatmber of random out-degree neighbors from among the ex-
bility in irregular graphs, we examine three systems with 1,008ting nodes (see below for simulations that fton this).
nodes: 1) Chord with a random distribution of out-degree, which For deterministic networks, connectivity of a graghafter
is a consequence of imbalance in zone sizes;2) a p) graph node/edge failure has also received a fair amount of attention
with binomial degree fop = 0 ; and 3) a heavy-tailed graph(e.g., [7], [25]). In interconnection networks, exact formulas
with Pareto degree for =2 andfg = 1 . We selected these for the connectivity of deterministic graphs exist [25]; how-
parameters so that each of the graphs had mean degkee ever, they require computation of NP-complete metrics and no
equal to 10. The distribution of degree in these graphs is shoalosed-form solution is available even for the basic hypercube.
in Fig. 11(a). Notice that Chord has the lowest variance and However, from the perspective of random graph theory, it
probability mass concentration around the mean is the besthafs been shown [6], [7] that hypercubes with faulty elements
the three systems. The binomial case is slightly worse, whiésymptotically behave as random graphs and thus almost surely
the heavy-tailed graph is the worst. According to Theorem 8isconnect with isolated nodes adbecomes large.
all of these systems should have larger isolation probabilitiesEven though the necessary condition for a deterministic graph
than those of 10-regular graphs and should exhibit performan@edo satisfy (36) is unknown at this time, $igient conditions
inverse proportional to the variance of their degree. can be extrapolated from the proofs of this relationship for the

Simulation results of are shown in Fig. 11(b) for Paretohypercube [6]. The general requirement@ns that its expan-
lifetimes with =3 and L ]=0 hours (searchtimes aresion (strength of the various cuts) must be no worse than that of
constant). Observe in thggure that thek-regular system is in the hypercubé.Due to limited space and wide variety of deter-
fact better than the irregular graphs and that the performancewhistic P2P constructs, we do not provide a rigorous re-deriva-
the latter deteriorates asa & ] increases. For = 0 1 (6 min-  tion of this fact, but instead note that Chord [38], Pastry [33], and
utes), the:-regular graph offers lower than Chorts by afactor  CAN with the number of dimensions=  lo ) [30] can be
of 10 and lower than thati&@ ,p) by a factor of 190. Further- directly reduced to hypercubes; de Bruijn graphs [18] exhibit
more, the P2P system with a heavy-tailed degree distributiondatter connectivity than hypercubes [26]; and hybrid networks
thefigure exhibits the same poor performance regardless of {sech as Symphony [27], Randomized Chord [27], and [3]) gen-
search times and allows users to become isolatetl — 10°  erally have connectivity no worse th&h , k. ).
times more frequently than in the optimal case, all of which is We next show simulation results that ¢om the applica-
caused by 37% of the users having degree 3 or less. tion of classical result (36) to two types of DHTs and one un-

Thus, in cases when degree is independent of user lifetimssuctured Gnutella-like network (all three are directed graphs).
we find no evidence to suggest that unstructured P2P systenglsé _ - . .

or each set in the original graph , its node boundary must satisfy a cer-

with a hea_“_/y'ta”ed (Or otherwise |rregular) degree can prowq.gn inequality that is an increasing functionjof [7]. Graphs that do not fiill
better resilience thah-regular DHTSs. this requirement include trees, cycles, and other weakly connected structures.






